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Abstract
The energy consumption of the Information Technology (IT) sector is increasing at an alarm-

ing rate. In particular, as the amount of data processed every day continues to explode, it can
be seen that the relative contribution to greenhouse gas emissions of data center supply in all IT
categories is increasing. In this context, various studies are looking into the possibility of sup-
plying these centers with renewable energy. The approach presented in this report targets the
cooling system of a data center that is locally supplied with electricity from renewable sources.
Our goal is to compensate the variability of renewable production. We are taking advantage
of overproduction hours to lower the cooling system temperature set point in order to save
electricity when the sources no longer produce. We formulated our problem as a Mixed Integer
Linear Programming optimization and we simulated the behavior of a data center equipped
with a temperature control that adapts to production curves. This study forecasts savings
of around 6% on the energy bill related to cooling using what will be called the pre-cooling
technique.

Résumé
La consommation énergétique du secteur du numérique augmente à une allure inquiétante.

En particulier, la masse de données traitées tous les jours ne cessant d’exploser, on observe que
la part des contributions aux émissions de gaz à effet de serre due à l’alimentation des centres
de données dans l’ensemble des catégories du numérique prend de plus en plus d’ampleur.
Dans ce contexte, différentes études se penchent sur la possibilité d’alimenter ces centres avec
des énergies renouvelables. L’approche que nous présentons dans ce rapport consiste à gérer
intelligemment le système de refroidissement d’un centre de donnée alimenté localement en
électricité par des sources renouvelables afin de compenser l’intermittence de la production.
L’idée est de profiter des heures de surproduction pour baisser la consigne de température
du système de refroidissement afin d’économiser de l’électricité au moment où les sources ne
produisent plus. Nous avons formulé notre problème sous forme d’optimisation linéaire et avons
simulé le comportement d’un centre de donnée muni d’un contrôle de température s’adaptant
aux courbes de production. Cette étude prévoit des gains de l’ordre de 6% sur la facture
énergétique lié au refroidissement en utilisant le pré-refroidissement.
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Introduction

IT impact on the environment If awareness is growing on the impact of humans over their
environment, the precise influence of each sector is not well known. The energy footprint being
mostly indirect in the Information Technology (IT) sector, we tend to be unaware of its negative
impact. The Shift Project, a French think tank, published in October 2018 a report on the
environmental impact of digital technology [7]. Their work, based on the one of Andrae et al.
[1] reveals that IT energy consumption in the world is increasing by about 9% per year (period
from 2015 to 2020) reaching 2.7% of the world total energy consumption in 2017 and 3.3% in
2020. It has to be noticed that these figures include both the use phase and the production
phase of IT devices. According to their estimate, this consumption will represent in 2020 4%
of the global greenhouse gas emissions. This proportion and the rate of its increase leads us to
consider this problem as a major concern.

Figure 1: Relative contribution of each IT category in 2010 and 2020. Source: Belkhir et al.
[2]
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Data centers As we mentioned before, a key aspect of IT environmental footprint is that it
is mainly indirect i.e. that it does not only come from the electricity powering our IT devices,
but also from their production or the hosting of their data. Figure 1 shows the distribution of
the IT greenhouse emission footprint by IT category. It can be seen that an increasing part of
this footprint relates to data centers, which reaches almost half of the IT environmental impact
in 2020.

Internship background It is from this last source of savings that our study claims to draw
on. I am doing my third year research internship at Toulouse Computer Science Research
Institute (IRIT) of Paul Sabatier University, in a team that focuses its research on energy and
resource efficiency for distributed operating systems. My internship is part of the ANR Datazero
project (datazero.org) started in 2015 in collaboration with FEMTO-ST (Franche Comté),
LAPLACE (Toulouse) and financed by EATON (France). This project aims at studying a
data center cut from the power grid and self-supplied in renewable energy. The electrical side
is composed of photo-voltaic panels, wind turbines, batteries and fuel cells. The sources and
storage units engagement is managed by the Power Decision Module (PDM). On the IT side,
service placement and scheduling are done by the IT Decision Module (ITDM) to adapt to the
available power. Thanks to negotiation, the PDM and ITDM are able to ensure functioning of
the data center with a good quality of service.

Pre-cooling As well as the ITDM into Datazero is moving IT tasks to schedule them when
power is available, why don’t we adapt cooling loads to match renewable energy production?
According to the 2019 data center survey from Uptime Institute [13], the average Power Usage
Efficiency (PUE) in 2019 is 1.67. The PUE is the ratio of total amount of energy used by a
data center to the energy delivered for actual IT equipment. The ideal PUE is 1 and a PUE
of 2 means that half of the energy in the data center is not used directly for computing but
for cooling, lighting, monitoring, etc.. In general, as one might expect, the main other energy
expense in a data center is cooling. In the last decades, lot of work has been done to lessen
cooling costs by choosing a better location for the data center or better cooling device, by
working on the servers architecture (the well known hot aisle / cold aisle architecture) etc..
The proposed approach doesn’t target a PUE reduction but study how a given installation
can adapt to power supply only by modifying its cooling strategy. The American Society of
Heating, Refrigerating and Air-Conditioning Engineers (ASHRAE) issued in 2016 guidelines
for data center equipment [24]. The idea about pre-cooling is to use the full temperature range
recommended by the ASHRAE: lessening the temperature when power is available to be able
to cut the cooling device and let the temperature increase again when production is low.

Outline The goal of the present report is to propose a pre-cooling strategy based on weather
prediction and linear solving then evaluate its ability to increase self-supply in a data center.
Part 1 provides a brief overview of the state of the art of competing approaches. We will then
detail in part 2 the choice we made to model a data center supplied with renewable energies from
the power sources to the cooling system. We developed a simulation of the thermal behavior of
this data center with which we were able to test different pre-cooling strategies. The simulation
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is explained part 3. The results of the study will be given part 4 as well as some discussions
about them. Finally, we will conclude part 5 by explaining the limitations of our approach and
the options considered for future work.
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Part 1

Background

1.1 Data centers supplied with renewable energies
In the last decade, there has been a lot of effort made to minimize greenhouse gas emissions

in the IT sector. According to the 2017 Greenpeace report [5], the number of IT companies
committed to a 100% renewable supply is growing. The digital giants are ranked high in
Greenpeace company scoreboard with respectively 83%, 67% and 56% clean energy index for
Apple, Facebook and Google. The approach is generally huge investments in green power farms
or contracts with electricity providers. Each and every company can today choose "green cloud
solutions" in the market to host their servers (see for example [22, 21]).

In the academic field, many work has been done to integrate co-located renewable sources
in the power supply system of data centers. As always with renewable energies, the difficulty
stands in the management of the variability of production. To handle this, data centers have
a great potential: IT loads can be scheduled in a smart way or even be migrated to another
data center located in an area where production is better. Goiri et al. [8] made a pioneer paper
tackling the first point. They have built Parasol, a real prototype green data center powered
with solar panels and grid ties as well as storage units. They developed for it GreenSwitch, a
dynamic scheduler and source selector. The workloads they study were MapReduce workloads
with deferable and non deferable tasks. GreenSwitch used a formulation as a Mixed Integer
Linear Programming problem integrating both workload scheduling and energy management
constraints. Their results are very promising as they are able to save from 40% to 100%
energy from the grid, depending on the weather conditions. GreenSwitch achieves it by moving
deferable IT tasks, charging the batteries with the power surplus and discharging them when
production is low. In the Datazero project we introduced before, Grange et al. [9] and Caux et
al. [4] proposed more decentralized approaches where scheduling is treated apart from power
management. They consider an utility function given by a power decision module and test
scheduling heuristics for IT tasks with due dates. Grange et al. achieved in their experiments
a reduction of grid consumption ut to 49%.
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1. Background

Even more holistic approaches have been studied. Liu et al. [17] for example took into
account renewable supply, dynamic pricing and IT workload planning as well as cooling supply
in their work on data center operations. For cooling they consider free cooling, a technique
that consists in blowing outside air into the building when its temperature and moisture are
at an appropriate level. A concurrent approach is the one of Habibi Khalaj et al. [10] which
is more focused on renewable production and cooling. They studied 42 places to assess their
production and free cooling potential. They also give results on optimal sizing for hybrid power
infrastructure. Other works study geographical allocation of tasks on data center having their
own on-site or off-site renewable sources [12, 15, 14].

1.2 Pre-cooling in the literature
As we mentioned before, the present paper focuses only on cooling strategy and more precisely

on the ability to store energy in form of cold inside the data center thermal mass. Few research
has been done on this subject, as far as we could find. Zhang et al. [25] present in their paper
TEStore, a cooling strategy exploiting thermal and energy storage to cut energy bills in data
centers. They assume a varying price for electrical power during the day and study three forms
of energy storage: (i) ice or water-based thermal tanks, (ii) UPS batteries, (iii) building thermal
mass. When power price is low, energy can be used to charge the batteries, store cold in the
thermal tanks or pre-cool the building. When power price is high, the energy stored is used to
cool the infrastructure. Their results show that almost 85% of the cost saved by TEStore are
introduced by exploiting the thermal tanks on the long time scale. UPS batteries can be used
in the middle term and precooling potential in their model is relatively low: it represents a few
percents of the total saving, with only the ability to pre-cool a few minutes before the peak
price.

However, Lukawski et al. claim in [18] better results for pre-cooling. They are using this
mechanism as a demand response mechanism for reducing coincident peak loads in the power
market. The idea is to be able to cut the cooling device of the data center to save energy
during a 15 minutes peak price. The model they describe, which was tested experimentally,
can easily achieve it. The reasons for this difference with TEStore are the following: (i) the
data center considered has a low power density (below 500W/m2) and (ii) it has no server air
containment systems. In fact, Lukawski et al. highlight the close link between pre-cooling
potential and floor utilization: facilities with high power density do not have sufficient thermal
storage capacity to provide extended demand response time. As a result, the candidates for
using a pre-cooling mechanism are small data centers such as computer rooms or data centers
for telecommunications, companies or universities.

We found Zhang et al. and Lukawski et al. approaches interesting but we noticed that they
don’t deal with renewable energies but only financial considerations. Our work will study the
synergies between renewable production and pre-cooling possibilities. Li et al. already covered
it in a very recent paper [16] with a holistic thermal-aware workload and cooling management
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1. Background

for the maximization of renewable energy sources. They consider batch (deferrable) jobs and
interactive (non-deferrable) jobs. They compare four methods: (i) static method where tasks
are executed as soon as they arrive; (ii) load balancing distribution over time where batch-type
jobs are distributed evenly over multiple time slots; (iii) best effort strategy where the batch jobs
are scheduled according to the predicted power generation amount; (iv) thermal-aware workload
management where not only IT but also cooling power consumption are taken into account to
decide. In the last strategy, if IT doesn’t consume everything, renewable surplus is used to
cool the room. Pre-cooling plays here again a secondary role. The results of their comparison
is that they achieve to reach more than 98% solar utilization with the last strategy with less
average waiting time for batch-type jobs than for the second and third strategy. However this
strategy seems quite aggressive and the goal of maximizing renewable power utilization at any
cost could be discussed.

In our work we will isolate only the effects of pre-cooling with a more accurate time step,
allowing ourselves to sell surplus of energy on the grid.
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Part 2

Data center modeling

2.1 Description of the model components
In the chosen model, the data center is supplied with renewable energies. The data center is an

isolated building containing a low density of servers. It can represent a small telecommunication
data center, a computer room, internal servers of a company... The power supply system is
composed of (i) a photo-voltaic source delivering at time t a power Ppv(t) (in Watt), (ii) a wind
farm delivering Pwind(t), (iii) an access to the power grid Pgrid(t).

This energy is used to power IT equipment and a cooling system, denoted by PIT (t) and
Pcool(t) respectively. Other energy usage such as lighting, power distribution units or auxiliary
facilities is ignored in this model. Thus, if we denote by Pprod(t) the total renewable production
and Pconso(t) the total power of the data center, we have:

Pprod(t) = Ppv(t) + Pwind(t) (2.1)
Pconso(t) = PIT (t) + Pcool(t) (2.2)

Electricity from the grid is used only when necessary, i.e. when Pprod(t) < Pconso(t).

We studied a geothermal heat pump as a cooling device. This system is more efficient than
a conventional air-cooled computer room air conditioning (CRAC) as the heat sink in the
ground stays at a more stable temperature than the outdoor air. Indeed, ground temperature
remains around 13◦C throughout the year, well below the ASHRAE recommended maximum
temperature.

2.2 Power sources
In order to obtain realistic data for renewable production, we used solar irradiation and wind

speed records downloaded from Solar Radiation DAta (SODA) website [23]. In compliance
with the DataZero project, we used data from Belfort (France) and the year 2006. We adopted
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2. Data center modeling

as well the same equations to model the power output (Haddad et al. [11]). The equations are
2.3 and 2.4:

Ppv(t) = Apv × ηpv × I(t) (2.3)

where I is the irradiation (in W/m2), Apv the area of the panels (m2) and ηpv their efficiency.

Pwind(t) = Awt × ηwt ×


Pr

v3(t)−v3
ci

v3
r−v3

ci
if vci < v(t) < vr

Pr if vr < v(t) < vco

0 else
(2.4)

where v(t) is the wind speed (m/s), Awt the total swept area by the blades, ηwt the wind farm
efficiency, Pr the nominal power and vci, vr and vco wind speed thresholds.

2.3 Workload generation
To model our data center IT load over time, we made use of a workload generator developed

by Da Costa et al.. The generator comes from the analysis of the Google Cluster Workload
Traces and its implementation is described in [6]. It is a Python script which takes as input a
parameter n as well as a parameter d representing the average number of tasks processed by
the data center each hour. It outputs a trace of n points similar to a standard Google trace,
each point indicating the number of tasks in process at time t. We chose a low value for d, to
imitate a small data center with a low task arrival. We then assumed that each task requires
the same amount of power to run and thus normalized the output to have an average power
of PIT , a constant chosen to match the sizing of our model. This IT load model is obviously
approximate but sufficient for our study.

2.4 Indoor temperature
To simulate the thermal behavior of the data center building, we adopted a discrete time

model used in similar works [19, 18]. Time between 0 and tend is discretized into K periods of
time step h. The system we study is the whole building represented as a homogeneous thermal
mass. The heat transfers we consider are the following:

• the IT thermal load QIT (t)

• the heat dissipated by the cooling device Qcool(t)

• the heat transfers through the walls of the building

The equation modeling the thermal behavior comes from the application of the second prin-
ciple of the thermodynamic on our system. It has been tested experimentally by Lukawski et
al. in [18]:

T (t+ h) = a.T (t) + (1− a)[Text(t) +R(QIT (t)−Qcool(t)] (2.5)

14/32



2. Data center modeling

where Text is the ambient temperature, R the thermal resistance (in ◦C/W) and a a dimension-
less parameter capturing the thermal inertia of the building.

a = exp

(
− h

C.R

)
(2.6)

with C the thermal capacitance (in J/◦C).

According to [20], heat dissipation from IT can be approximated by its power consumption,
as the power transmitted by computing or other information technology equipment through
the data lines is negligible:

QIT (t) = PIT (t) (2.7)

2.5 Cooling system
Once more, the cooling model has been adopted from Lukawski et al. and validated in [26].

The data center acts as a thermostatically controlled load (TCL): the heat pump maintains
the temperature within a dead band by switching on and off. The regulation is done thanks to
three available stages for the pump: off, nominal rate or double rate. Heat dissipated by the
cooling device can be written as follows:

Qcool(t) = r(t)×Qcool,nom × (aC · T (t) + bC) (2.8)

where Qcool,nom, aC and bC are parameters depending on the heat pump model and r(t) is the
variable representing the current stage of the pump (r(t) ∈ {0, 1, 2}).

The thermostatic control is expressed by:

r(t+ h) =



0 if T (t) ≤ Tmin

2 if T (t) ≥ Tmax

1 if Tmin < T (t) < Tmed and r(t) = 2
1 if Tmed < T (t) < Tmax and r(t) = 0

r(t) else

(2.9)

Finally, power consumption of the cooling system can be computed using the coefficient of
performance (COP) with the equations 2.10 and 2.11:

Pcool(t) = Qcool(t)
COP (t) (2.10)

COP (t) = COPnom × (aCOP · T (t) + bCOP ) (2.11)

where COPnom, aCOP and bCOP are here again specific to the pump.
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2. Data center modeling

Table 2.1: Values of the model’s parameters
Symbol Parameter Value
PIT Average IT power 14040 [W]
Power sources
Apv × ηpv Solar constants 50 [m2]
Awt × ηwt Wind constants 30 [m2]
vci, vr, vco Wind speed thresholds 4, 10, 30 [ms−1]
Pr Wind turbine nominal power 1800 [W]
Thermal model
R Thermal resistance 4.67 · 10−3 [◦CW−1]
C Thermal capacitance 15.76 · 106 [J◦C−1]
h Time step 300 [s]
Qcool,nom Heat pump nominal cooling capacity at stage 1 15767 [W]
aC , bC Heat pump parameters 0.024, 0.361
COPnom Heat pump coef. of perf. at nominal conditions 3
aCOP , bCOP COP temperature dependency parameters 0.022, 0.406
Tmin, Tmed, Tmax Thermostatic control dead-band 25.6, 26.4, 27.2 [◦C]
Linear solving
pbuy Purchase price of electricity on the grid 0.15 [e/kWh]
psell Resale price of electricity on the grid 0.06 [e/kWh]
Tlo, Tup ASHRAE recommended temperature 18, 27 [◦C]

16/32



Part 3

Simulating the pre-cooling

We developed in Python a simulation of the data center described in part 2. This entirely
modular program allowed us to try different approaches with different data in order to assess
the potential and limits of the pre-cooling.

3.1 Naive heuristic
The program takes a time window as entry along with the IT load and weather data (ambient

temperature, solar irradiation, wind speed) over this period. It then simulates the thermal
behavior of the data center over time thanks to the equations previously described. By default,
the algorithm has nothing to decide: indoor temperature and heat pump stage are determined
at each iteration based on the values of the model variables at the previous iteration (equations
2.5 and 2.9). The program is then able to output the evolution over time of the two computed
variables, i.e. room temperature and cooling device power consumption. Figure 3.1 shows a
standard output of the program, where the cooling strategy is the basic TCL.

On this figure we can notice that the second stage of the heat pump is never used. The
temperature can be controlled only by switching between stage 0 and stage 1. Also, looking
at the shape of the room temperature curve can help us visualize the thermal inertia of the
system. Depending on the ambient temperature, it takes about one or two hours to make
the temperature drop by one degree with cooling device at stage 1 and about a quarter to a
tenth of this time to regain it with cooling device off. It means that our building has a rather
large thermal inertia and enables us to store energy in the thermal mass, which is the basis of
pre-cooling. We will see in part 4.3 that this thermal mass storage capacity is closely linked to
the density of IT equipment per square meter, relatively low in our model.

The pre-cooling potential stands in the period where production is greater than consumption.
We could cool at that time our building more importantly to store electricity surplus in form
of cold. Therefore, figure 3.2 displays the behavior of our system with a simple heuristic for
the cooling control: as long as renewable production is in surplus, we try to make the best use
of this energy by increasing the heat pump stage. This cooling strategy can be expressed as:
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3. Simulating the pre-cooling

Figure 3.1: Standard output of the program for one day. Temperature in red is thermostatically
controlled. We see renewable production in yellow, here principally solar. IT load is in black
and cooling power is plotted above in blue.
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r(t) =


rT CL(t) if Pprod(t) < PIT (t) + Pcool,nom

1 if PIT (t) + Pcool,nom ≤ Pprod(t) < PIT (t) + 2Pcool,nom

2 if Pprod(t) ≥ PIT (t) + 2Pcool,nom

(3.1)

with rT CL being the standard cooling strategy presented in equation 2.9 and Pcool,nom the power
of one stage of the heat pump at average temperature.

We see in figure 3.2 that we were able to cut off the heat pump during a few hours at
the end of the day thus saving electricity from the grid. It has costed on the down side an
overconsumption of the cooling system during the day. Overall, we have traded a loss in the
total energy used (the area under the consumption profile, in kWh) to the benefit of a better
self-supply. However, it is easy to realize that this simple pre-cooling approach is not optimal.
Firstly it can make the room temperature fall under the recommended temperature as it is the
case in this example. Secondly, cooling at the maximum of our capacity is likely to be a too
aggressive management. That is why the purpose of what follows is to find the best time to
start pre-cooling or more generally the best pre-cooling policy.
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3. Simulating the pre-cooling

Figure 3.2: Thermal behavior and power consumption of the data center with naive pre-cooling
heuristic.
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3.2 Linear solving
As we saw before, the problem of optimizing the data center cooling policy in order to

maximize the direct use of renewable production has only one decision variable: the heat pump
stage r(t) at each time step. Modifying its value at a given time will impact the system during
the rest of the simulation. Consequently, the best choice can only be made by taking into
account all in one the evolution of the exogenous variables over the time window and every
possible decision for r at each time step. As it is a non trivial algorithmic problem, we decided
to use a linear solver. This section will first explain the choice for the objective function then
detail the constraints of our model. We used Gurobi linear solver for our experiments.

3.2.1 Objective function
At the beginning we tried a simple objective: minimizing the grid consumption. Grid power

can be expressed as the power that is needed by the data center but can not be supplied by
the renewable sources.

Pgrid(t) = max (0, Pconso(t)− Pprod(t)) (3.2)
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3. Simulating the pre-cooling

In our discrete model comes the objective function as follows:

minimize
K−1∑
k=0

Pgrid(kh) (3.3)

The drawback of this method is that it leads to irrational choices when energies are available.
In fact, for the problem as it stands, the only quantity we minimize being grid consumption it
is as if the energy coming from renewable sources was totally free. As a result, this objective
function is not significantly better than the naive approach as it does not correct the bias
we mentioned above. We needed to capture the fact that we also wanted to minimize total
electricity consumption. Gurobi allows us to do this by setting multiple objectives with priority
between them. We tried it by programming it to find the most energy-efficient solution within
a certain tolerance around the solution of the first objective. Quickly though, we changed the
approach for one that seemed more appropriate to us.

The approach we chose for the objective function is to introduce a price for the energy self-
supplied and the one bought on the grid. This pricing can represent either the intensity of each
of these kilowatt-hours in greenhouse gas emissions or their purchase and resale price on the
grid. For simplicity, we will talk in the following about purchase and resale prices. Let pbuy

and psell be those prices. We assume by common sense that pbuy > psell. An electron we use is
an electron we cannot sell so it is as if we buy our own production at price psell.

Thus, the objective function comes as:

minimize
K−1∑
k=0

(pbuy · Pgrid(kh) + psell · Pself (kh)) (3.4)

where we have introduced the self-supplied power Pself (t):

Pself (t) = min (Pconso(t), Pprod(t)) (3.5)

With such an objective, solving the problem will really find the good trade-off between pre-
cooling and overconsumption while allowing us to precisely tune this trade-off with the two
prices.

3.2.2 Constraints from the physical model
Now that we have formalized what we aim at optimizing, let us see how our model can be

translated into constraints. We kept the variables and the equations presented in the modeling
part (part 2). In order to take into account the problem as a whole, we solve a system containing
for each time step k the equations and inequalities simulating our model. Therefore we will
note in the following our variables with k indices rather than as time functions. With this
notation, we obtain for each k the following constraints to capture the thermal behavior and
cooling power consumption:
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3. Simulating the pre-cooling

Tk =
{
Tinit if k = 0
a.Tk−1 + (1− a)[Text,k−1 +R(QIT,k−1 −Qcool,k−1)] else (3.6)

Qcool,k = rk ×Qcool,nom × (aC · Tk + bC) (3.7)

Pcool,k = Qcool,k

COPnom × (aCOP · Tk + bCOP ) (3.8)

To this we add two equations defining the variables involved in the objective function:

Pgrid,k = max (0, Pcool,k + PIT,k − Pprod,k) (3.9)
Pself,k = min (Pcool,k + PIT,k, Pprod,k) (3.10)

Among the equations presented above, 3.8 and 3.7 are non linear. We linearized the first by
neglecting the heat pump COP dependency on Tk. Indeed, thanks to the choice of a geothermal
source, the slope of this dependency is relatively low. With our numerical parameters, the
COP varies from COP (18◦C) = 2.41 to COP (27◦C) = 3. After the numerical resolution, this
dependency is taken back into account to correct the error introduced in the results and figures
we plot. Equation 3.7, however, requires more work. We will detail it in the next section along
with the constraints on rk.

3.2.3 Constraints on the cooling device
As we saw before, the purpose of using a linear solver is to make it find the best strategy for

the cooling device, i.e. find the best rk for all k. Thus, the first constraints we add are upper
and lower bounds for the room temperature. We will use ASHRAE recommendations for all
classes that can be found in their 2015 thermal guidelines [24]: Tlo = 18◦C and Tup = 27◦C.
Hence the set of constraints for all k:

Tlo ≤ Tk ≤ Tup (3.11)

Regarding rk, we will define two operating modes: (i) the "free mode" where the solver is
free to set rk evolution as it wishes and (ii) the "TCL mode" where we force the solver to
make it work as a thermostatic control. We will translate both modes into constraints later
on. It might seem more appropriate to set the solver in free mode for all the duration of the
simulation. However we did not for two reasons. First, despite its parameterization, the Gurobi
solver was not able to find the optimal solution in a reasonable time for a 24-hour time window
problem with a 5-minute time step. It can find an almost optimal solution in a few seconds
but struggles to demonstrate its optimality even in more than 20 hours of calculation on a 12
cores i7-8700 machine. This phenomenon is probably due to the impossibility in our problem
of cutting branches at the root in the decision tree on the variable rk, for the interdependence
reasons mentioned page 19. The second reason why we didn’t use only free mode is that the
quasi-optimal solutions found by the solver seemed physically unrealistic: in order to save as
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3. Simulating the pre-cooling

much energy as possible, the cooling system ended out switching on and off at each step so
that the temperature remains as close as possible to the maximum temperature. As a result,
we chose to trigger free mode only if the production is sufficient:

if Pprod,k > PIT,k : free mode
else : TCL mode (3.12)

In the following we detail the constraints for both modes. First of all, rk being a trinary
variable we will represent it without loss of generality as r1

k + r2
k with r1

k and r2
k two binary

variables and r2
k ≤ r1

k. As such, we can linearize equation 3.7 using a classical trick in linear
optimization. To linearize expression Q1

k = r1
k × Tk with r1

k a binary variable and Tk a contin-
uous variable bounded below by zero and above by M = Tup, it suffices to add the following
inequalities in the model: 

Q1
k ≤ M × r1

k

Q1
k ≥ 0

Q1
k ≤ Tk

Q1
k ≥ Tk − (1− r1

k)M

By using this trick for r1
k and r2

k we obtain the set of linear constraints corresponding to
equation 3.7. Free mode then consists of these inequalities plus the lower and upper temperature
constraint.

Regarding TCL mode, we will add more constraints to the free mode previously described.
The new constraints correspond to the thermostatic control formalized in equation 2.9. We
explain in the following the trick we used to linearize. We first introduce infk and supk two
binary variables. We manage to have supk = 1 if and only if Tk ≥ Tmed by adding this two
constraints: {

supk ≥ Tk−Tmed

c

supk ≤ 1 + Tk−Tmed

c

where c is chosen big enough to avoid the right terms exceeding 1. In the same way, we
force infk = 1 if and only if Tk ≤ Tmin. Thermostatic control for r1

k can then be expressed as
follows: 

r1
k ≥ supk

r1
k ≤ 1− infk

r1
k − r1

k−1 ≤ supk + infk

r1
k−1 − r1

k ≤ supk + infk

(3.13)

By using the same trick for r1
k between Tmed and Tmax, we obtain the full set of constraints

for the TCL mode.
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Part 4

Results and discussion

4.1 Decomposition of an output

Figure 4.1: Cooling strategy calculated by linear solving
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Figure 4.1 shows the result of the linear solving for a weather data recorded in Belfort on
May 21, 2006. This day corresponds to the day of median photo-voltaic production in May
of this year. We used the numerical parameters presented in Table 2.1. For pedagogical
and comparison purposes, we cut the graph into 5 phases. The first and the last two phases
stand when the renewable production is below the IT power consumption. According to the
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4. Results and discussion

constraints previously described, the cooling device is here forced to act as a thermostatic
control. In phase 2 and phase 3, the optimization occurs as the linear solver is freer to set the
pump stages. We clearly see the pre-cooling happening.

Table 4.1: Decomposition of cost and energy expenses for cooling. The control execution is the
standard thermostatic cooling plotted in Fig. 3.1 whereas the optimized execution correspond
to Fig. 4.1. Energy is in kWh and cost is in e. The ratios in the last two columns are the
relative participation of each phase into the total energy (resp. financial) gap.

Control execution Linear solving Normalized deviation
Phase Energy Cost Energy Cost Energy Cost
TCL 1 25.14 3.77 25.14 3.77 0.00 % 0.00 %
Steady temp 22.06 1.32 21.20 1.27 - 0.92 % - 0.49 %
Pre-cooling 16.77 1.01 32.32 1.94 + 16.62 % + 8.85 %
Cooling off 10.59 1.59 0.00 0.00 - 11.32 % - 15.08 %
TCL 2 18.97 2.85 18.97 2.85 0.00 % 0.00 %
TOTAL 93.54 10.54 97.63 9.83 + 4.38 % - 6.72 %

To be more precise on the analysis of this output, quantified results for each phase of this
execution are given in Table 4.1. These results are compared with the standard output where
nothing is done to maximize self-supply. We will call this execution the "control execution".
As expected, we can notice that the optimized data center behaves exactly like the control
execution in phases TCL1 and TCL2. In fact, room temperature is within the dead band
and we did everything to force this behavior and having only one solution in underproduction
period. The pre-cooling phase starts around 1:00PM. We clearly see the cooling device going
into stage 2 then stage 1 to remain under the yellow curve and room temperature evolving
accordingly. In this example, it generates an overconsumption of the cooling device of 15.54
kWh compared to the control execution. It represents 16.62 % of the total energy consumed
by the contol execution. The point is that the cost of the energy at this time is lower because
it is self-supplied. That is why in financial terms, this phase only generates an extra cost of
e0.93, which participates up to 8.85 % in the overall cost difference. This extra cost is more
than compensated by the next phase where the cooling is switched off while it costed e1.59 at
market price for the control execution.

One can notice that the phase we called "steady" can be seen as non physically realistic.
Indeed, as we are in production period, the solution output by the linear solver switches freely
between the heat pump stages to stick as close as possible to the maximum temperature. It is
a behavior we managed to avoid by forcing TCL in underproduction period but that we cannot
avoid here. However, it brings only 0.49 % overall cost reduction, to be compared with the 6.72
% reached.
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4. Results and discussion

4.2 Discussion about the results
Finally, we reached in this example 6.72 % cost reduction compared to the control execution.

As it is mentioned page 20 when choosing the objective function, this cost reduction can not
only be interpreted as profit for the data center manager, but also as a diminution in greenhouse
gases emission. It all depends on the choice of the prices pbuy and psell and what they represent.
This cost reduction has been made to the detriment of an overall energy increase of 4.38 %.
What we won is that we consumed more when the energy was available thus coping with
variability, one of the big challenge that renewable energies have to face.

This result can be compared with other cost reduction. For example, we computed how
much energy was saved by simply setting the temperature one or two degree higher in our data
center. We run the standard iterative simulation at different temperatures and reported the
results in Table 4.2. We can see that pre-cooling potential in our model, even forgetting about
the non realistic "steady" phase, leads to a cost reduction comparable to the one we would have
had by augmenting temperature by one degree.

Table 4.2: Increase in temperature set point
Control + 1 ◦C + 2 ◦C

Total energy need for cooling (kWh) 93.54 89.28 84.12
Relative difference to control execution - - 4.55 % - 10.06 %

4.3 Limitation of our aproach
Thermal simulation Pre-cooling mechanism is not appropriate for all data centers. We
remind that the thermal model and numerical parameters used in the simulation are adopted
from a previous work, where it had been tested both experimentally and with TRNSYS software
[26]. One of the assumption is strong: we consider the whole building with its walls, air mass
and servers as a homogeneous thermal mass. According to the validation, the model is in line
with experimental measurements, but it does not allow us to study in detail the temperature
gradient inside the room. In particular, our cooling mechanism may cause hot spots to appear
close to the servers. A Computational Fluid Dynamic study might help to figure it out. Also,
the assumption we made is not suitable for data centers using the containment technique.
This technique is widely used today for improving cooling efficiency, and consists in separating
physically cold supply from hot air recuperation in different corridors (see Figure 4.2). With
this architecture, we can no longer afford to model the data center as a homogeneous thermal
mass. The cold air being blown directly on what we want to cool, there is no more thermal
mass we can pre-cool.

IT density As already mentioned a few times in this report, pre-cooling requires the building
to have a sufficient thermal inertia and a low IT power density by square meter in order to have
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Figure 4.2: Hot aisle / cold aisle layout design

an interest. The thermal inertia in our model is the parameter a = exp
(
− h

C.R

)
. The thermal

capacitance C measures the energy required by the thermal mass to increase its temperature by
one degree. The thermal resistance R measures how the walls resist to heat flow. According to
[3], C ranges from 0.015 to 0.065kWh/◦C/m2 while 1/R ranges from 0.001 (for a very efficient
build- ing) to 0.003 kW/◦C/m2. In the same unities, the experimentally found values we used
are: C = 0.23 and 1/R = 0.0019. We will study the influence of these parameters in future
work.

It can be noticed that the equation we use to describe the evolution of temperature does not
depends on the surface:

T (t+ h) = a.T (t) + (1− a)[Text(t) +R(QIT (t)−Qcool(t)]

R and C can thus be considered per unit area. The value of a won’t change because they
appear in it as a product. The only real exogeneous parameter that will then influence the
cooling strategy will be the density of heat generated by IT per square meter. This influence
will also be studied in more details in future work.
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Part 5

Future work

5.1 Research article
My internship not being finished yet, we still have a few things to work on until the last

day. In particular, this study will be the subject of a research article that we hope to submit
in September. We want to make at least the experiments described in this section.

Results for all the year We plan to run our simulation on different days, representative
of the different seasons and weather conditions. Figure 5.1 plots a view of the yearly data we
have to our disposal.

Quantifying the limits We have mentioned part 4.3 the limits of pre-cooling as a load shift
mechanism. We want to be more specific and study the impact of thermal R and C parameters
as well as the impact of IT density on the results. We want to be able to answer this question:
from how many watts per square meter does pre-cooling lose its interest?

IT workload The figures shown in this report are obtained with simulated Google IT traces.
We can notice that they are relatively stable and do not take into account day/night variations.
We want to complete this study by running in parallel other simulations with real traces.
Alibaba published last year an 8-day record from 4000 of its servers (available on github.com/
alibaba/clusterdata). We have plotted on Figure 5.2 the shape that IT power consumption
would have over 48 hours. These very different data may give us other results and especially
on synergies between pre-cooling and IT load variations.

Pricing An influence that is not studied here is the influence of pricing over our results. We
took psell = e0.6 and pbuy = e0.15 as it was in adequacy with French power market. We
would like to try other value pairs representing different electricity contracts if prices are used
to represent market prices or different energy mixes if they are used to represent greenhouse
gas emission intensity.
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5. Future work

Figure 5.1: By month, minimal, median and maximal renewable production curves for Belfort
in 2006
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Figure 5.2: CPU usage (in percent of total capacity) for the first 48 hours of Alibaba 2018
cluster trace
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5.2 Questions left open
There are also questions that have not been treated in this internship, but which deserve

interest. Firstly, one may notice that we took into account in our model one cooling device
only: a geothermal heat pump. Equations for the linear solver may be adapted to simulate
other systems such as the often used Computer Room Air Conditioning system. Working on
free cooling techniques as it is done in [17, 10] might be a good idea, as it has interesting
synergies with renewable energy production. Secondly, as mentioned before, a stronger and
more accurate thermal model like a Computational Fluid Dynamic study would help assessing
the potentials and risks of lowering temperature and switching off the cooling device. ASHRAE
thermal guidelines for data centers may be used more widely because we have only considered
in our work the recommended temperature for all classes of equipment. Lastly, integrating
this work into the more general framework of ANR Datazero project might have an important
added value. Indeed, for the project as it is now, cooling is taken as a constant load. This could
be refined by including decisions for cooling either on the power side or during the negotiation
process. while optimizing source commitment in order to suggest to the IT side a reachable
power profile,

All the suggested complementary work mentioned above could be the subject of an other
master thesis or even a PhD.
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Conclusion

The present report represents the work of a 4-month research internship. It addresses an
issue that is not often addressed in the literature: the ability to pre-cool a data center to
face variability of renewable energy production. I am quite satisfied of our findings, the pace
at which we have progressed and all that it has taught me about myself and the research in
general.

If the results need yet to be refined before the end of this internship, we demonstrated that
there was a potential of synergy between cooling strategy and renewable energy production
curves. We created a model capable of capturing the thermal and power behavior of a data
center. We then developed a simulation based on linear resolution that allowed us to try
different data and parameters. We plan to make a research article with the last results before
the end of the internship.
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